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Abstract

Memorizing and retrieving information about the spatial layout
of one’s surrounding is of crucial importance for humans. We
propose a new theory of spatial memory of immediate envi-
ronments and develop a corresponding computational realiza-
tion. We detail how the theory explains key findings on human
spatial memory (use) and show that the computational real-
ization accounts well for human behavior from three pertinent
experiments. One implication of the theory’s success is that
enduring spatial memory representations may best be concep-
tualized as flexible combinations of representation structures
and reference frames.
Keywords: spatial memory; spatial reference frames; interfer-
ence; perspective taking; computational modeling

Introduction
Knowledge about the location of and relation between ob-
jects in the immediate environment is crucial for everyday
life. Such spatial knowledge can be obtained by perception,
but many everyday activities crucially rely on memory repre-
sentations of spatial information. For example, spatial mem-
ory enables avoiding collisions with objects currently outside
the perceptual field (e.g., a chair slightly behind oneself when
moving around the table), anticipating and planning move-
ments from positions one has not yet reached (e.g., planning
the movement to place a plate once one is next to the ap-
propriate spot on the table), and navigating towards objects
which are not directly perceivable (e.g., approaching the ap-
propriate cupboard to retrieve the plates contained in it).

In line with its importance, spatial memory of immediate
environments has received considerable attention by research
in the cognitive sciences and a substantial number of theories
of spatial memory has been proposed (Avraamides & Kelly,
2008; Byrne, Becker, & Burgess, 2007; Mou, McNamara,
Valiquette, & Rump, 2004; Sholl, 2001; Wang, 2017). A
prominent approach to investigating spatial memory of imme-
diate environments have been perspective taking (PT) studies,
in which people have to judge spatial relations of a previously
learned object layout from imaginal perspectives. From these
studies a number of main findings have emerged (May, 2007),
which can be assumed to characterize key aspects of the struc-
tures and processes involved in spatial memory.

We propose a new theory of spatial memory that offers
explanations for all main findings. We first describe the PT
paradigm and the main findings arising from it. Subsequently,
we expound our theory, how it explains the findings, and a

computational realization of the theory. After briefly con-
sidering related theories, we close with a discussion of the
implications of our work.

Main Findings
In typical PT studies on spatial memory of immediate envi-
ronments people are first asked to memorize the location of
objects in their surrounding. After learning the object layout,
people are deprived of perceptual access to their surround-
ing (e.g., by blindfolding) and tested for their knowledge of
the spatial relations between objects. Two common forms of
testing spatial relations are judgment of relative direction and
egocentric pointing. In a judgment of relative direction task,
people are asked to point to ob j1 as if they were standing at
ob j2 facing ob j3 (where ob ji are three objects of the previ-
ously learned object layout). In an egocentric pointing task,
people are asked to point to ob j1 as if they were standing at
or facing ob j2. The object to point to is called the target ob-
ject. In particular, the to-be-imagined perspective (e.g., facing
ob j2) is usually different from the actual bodily perspective
of the participants. The imaginal perspective can differ from
the bodily perspective by rotation (i.e., the locations of bod-
ily and imaginal perspective coincide, but orientations of the
perspectives differ), translation (i.e., the orientations of the
perspectives coincide, but locations differ), or both (often the
case in judgment of relative direction tasks).

By using such a PT approach, existing studies have uncov-
ered many intriguing phenomena of spatial memory organi-
zation and access. In the following, we will focus on a set
of phenomena, which can be considered the main findings of
existing research (May, 2007):

• Taking an imaginal perspective different from the bodily
perspective is hard. Indicating the direction to the target
object from the imaginal perspective takes more time and
is more error prone than from the bodily perspective.

• Imaginal perspectives involving rotations are harder
(slower, more error prone) than imaginal perspectives in-
volving only translations.

• The difficulty of pointing to the target object increases with
increasing angular disparity between the pointing direction
from the imaginal perspective and the pointing direction
from the bodily perspective.
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• The difficulty of responding from the imaginal perspective
can be reduced, if observers are ignorant of the actual spa-
tial relation of their body to the object layout (e.g., when
being disoriented).

• Differences between the orientation of the imaginal per-
spective and salient orientations in the environment (e.g.,
orientation of axes of symmetry or orientation of learning
perspective) may lead to extra processing costs.

• If people are allowed to move their body such that the
bodily perspective coincides with the tested perspective,
the above mentioned difficulties are reduced notably and
sometimes even eliminated.

A further finding that we will consider is the influence of
perspective preparation on PT performance. If people are
given information about the tested perspective before they are
informed about the target object, they may be able to pre-
pare the to-be-taken perspective such that they can respond
with less difficulty once the target object is presented. Sev-
eral studies have investigated the influence of preparation, be-
cause preparation effects can help reveal how access to spa-
tial memory is organized. Although preparation has been
found to generally reduce processing times associated with
PT (Brockmole & Wang, 2003; May, 2004), it seems hard
to prepare for certain difficulties (e.g., increase of processing
costs with increasing disparity May, 2004; Wang, 2005).

A Theory of Spatial Memory
As virtually all previous theories of spatial memory
(Avraamides & Kelly, 2008; Byrne et al., 2007; Mou et al.,
2004; Sholl, 2001; Wang, 2017), our theory assumes that one
component of spatial memory is what we will call the senso-
rimotor representation. It represents self-to-object relations
for (certain) objects in the immediate environment. If any
movement of one’s body is perceived (through vision, propri-
oception, etc.) these relations are updated accordingly. In this
sense the sensorimotor representation is dynamic and tran-
sient. Access to this representation is quick and automatic
and it serves as the default basis for motor actions.

In addition, our theory assumes a more enduring represen-
tation of the environment as a second component. We will
call this component the LTM representation. It represents
object-to-object relations between the objects in the imme-
diate environment. One’s own body can be one of the ob-
jects in the LTM representation. The LTM representation is
orientation-free and not inextricably linked to some spatial
reference frame (RF). However, the representation may be
associated with a RF in the same sense as items in long-term
memory are usually assumed to be associated with each other.

Because the LTM representation is orientation-free, it will
be of limited use without further additions. Consider the two
object layouts in Fig. 1. Both layouts yield identical repre-
sentations in an orientation-free representation, but for acting
on or within the layout (e.g., approaching object A) it makes
a difference which situation is represented. To create the nec-
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Figure 1: Two spatial layouts (a) and (b) that yield identical
orientation-free object-to-object representations.

essary correspondence between the LTM representation and
the real world, that is, to anchor the representation in the real
world, it has to be oriented. We argue that this is achieved
by imposing a spatial RF onto the LTM representation and
our theory assumes that any access to the LTM representation
involves such an imposition of a RF. A common RF that peo-
ple will likely employ to access the LTM representation is the
bodily RF arising from the sensorimotor representation (i.e.,
a RF that is oriented as the actual body). Other RFs may be
RFs associated with the LTM representation (e.g., RFs salient
during encoding of the spatial layout) or an imaginal RF that
allows assessing the spatial layout from a vantage point dif-
fering from the current bodily vantage point (e.g., when try-
ing to identify the seats with the best view on the stage in a
theater without first walking through the whole theater).

Notably, differing RFs may concurrently be available for
accessing the LTM representation. Accordingly, we propose
that accessing the LTM representation requires RF selection
and depending on which frames are available this selection
may be competitive and effortful. Specifically, our theory as-
sumes that selection probability and effort depend on the con-
flict between the available frames, where conflict is a function
of the salience and the (mis)alignment of the available frames
(see further detail below).

According to our theory, taking an imaginal perspective in-
volves the following steps (see also Fig. 2): First, a RF has
to be selected and imposed onto the LTM representation. To
perform the PT task successfully, the selected RF needs to be
the one corresponding to the to-be-taken perspective or a dif-
ferent but aligned RF. Second, once the RF has been imposed,
the LTM representation can be accessed to determine the di-
rection towards the target object. Third, the determined target
direction is used to activate a pointing movement towards the
target. If the imaginal and bodily perspective differ from each
other, the determined pointing direction is in conflict with the
pointing direction to the target given by the sensorimotor rep-
resentation. Because access to the sensorimotor representa-
tion is automatic, the disagreeing movement directions give
rise to motor interference. The strength of this interference
is assumed to depend on the dissimilarity of the two move-
ments: The more the two movements’ differ in direction, the
stronger the interference. Note that in this process, activa-
tion of the motor response can only start after LTM access is
completed. On the other hand, nothing precludes RF selec-
tion and LTM access to happen before the target direction is
known. Accordingly, we propose that LTM access may start
before the target object is known.
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Figure 2: Processing steps in imaginal perspective taking.

Explanation of Main Findings
Our theory explains the main findings mentioned above as
follows:

• Imaginal PT is difficult, because it requires RF selection
to access the LTM representation. Selecting a frame when
(at least) the bodily frame and the imaginal frame are in
conflict takes more time than when the frames are aligned.
Furthermore, an incorrect frame (e.g., the bodily frame)
may be selected, which will result in an erroneous pointing
response. Additional difficulty arises from motor interfer-
ence such that interference leads to slower and more error
prone response execution.

• Perspectives involving rotations create a misalignment be-
tween the orientation of the bodily and imaginal RF. Per-
spectives involving only translations do not lead to such a
misalignment. Consequently, accessing the LTM represen-
tation is harder for rotations than for translations

• With increasing disparity, the difference between move-
ment direction to the target from the bodily and the imag-
inal perspective increase. This leads to increased motor
interference, which results in slower and more error prone
responding.

• Lacking a sensorimotor representation has two effects:
First, the sensorimotor representation does not give rise
to a RF, which may otherwise have lead to conflict dur-
ing LTM access. Second, motor interference is reduced
or even eliminated. Accordingly, taking an imaginal per-
spective different from the bodily perspective can be easier
without a sensorimotor representation.

• If a RF is associated with the LTM representation, it may
be co-activated with the LTM representation. If this asso-
ciated RF differs from the imaginal RF, it creates conflict
during accessing the LTM representation. As a result, a
disagreement between imaginal perspective and, for exam-
ple, the learning perspective renders PT more difficult.

• Bodily movements towards the to-be-imagined perspective
will lead to an accordingly updated sensorimotor represen-
tation. This means that the bodily and the imaginal RFs
will be aligned and there will be little or no motor interfer-
ence. Consequently, PT difficulty will be greatly reduced.

• Access to the LTM representation may proceed during
preparation and thus reduce the overall processing time.
However, motor interference arises only after the target ob-
ject has been determined and, consequently, cannot be re-
duced by preparation. This explains why parts but not all of
the processing costs of PT can be reduced by preparation.

Formalization
Our theory’s ability to provide explanations for the main ef-
fects lends support for its assumptions. To allow compar-
ing the behavior predicted by the theory to human behavior
in more detail we formalized the theory as a computational
model and applied the model to two pertinent PT studies. As
a first step, we decided to use a formalization that captures the
main assumptions of the theory while remaining as simple as
possible. This has the advantage that any successes or failures
of the model can be more directly attributed to the theory and
its assumptions instead of being a result of implementation-
specific detail (see, e.g., Cooper & Guest, 2014). An im-
plementation of the theory that provides more detail on the
possible mechanisms is discussed below.

Because establishing a RF and motor interference are the
main factors in driving PT difficulty, the model focuses on
these two aspects.

RF Selection. Establishing a RF is formalized as follows:
Each of the available reference frames RFi is assumed to have
a salience sali such that the salience of all available reference
frames sums to one. Following Botvinick, Braver, Barch,
Carter, and Cohen (2001), we define the strength of conflict
(cV ) of RFi with RFj as

cV (i, j) = δ∗ sali ∗ sal j ∗ (1− jCon f ),

where jCon f is the conflict of RFj to all other RF (i.e.,
RFk,k 6= i) and

δ =

{
−1, for RFiand RFjaligned,
1, for RFiand RFjmisaligned.

The overall conflict of RFi is given as the sum over all pair-
wise conflict values across all other RF:

cVi = ∑
j, j 6=i

cV (i, j).

The salience and the conflict of each frame are combined to
yield an impact score impi. Specifically, the frame’s salience
is scaled based on its conflict value such that higher conflict
leads to a lower impact score and impi ∈ [0.5∗sali,1.5∗sali].
Probability of a frame being selected spi and the speed with
which it can be selected sti are proportional to impi:

spi =
impi

∑ j imp j
,

sti = A∗ (impMax− impi),

where impMax is the maximum possible impact score and A
serves to scale the response time to the order of magnitude of
the human data.
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Motor Interference. Processing time arising from motor
interference is assumed to be directly proportional to the
disparity disp between the directions of the two interfering
movements: B∗disp, where B is a scaling factor analogous to
A above. Error is determined distinguishing two cases: First,
if the imaginal RF (or a frame aligned with it) is used to ac-
cess the LTM representation, error is also assumed to be pro-
portional to disparity: C ∗ disp. If a frame misaligned with
the imaginal frame is selected, the error will amount to the
angular difference of the selected frame’s and the imaginal
frame’s orientation.

Example. To illustrate the workings of the model, we will
consider a situation, in which a person is located in the mid-
dle of a previously learned configuration of objects and asked
to point to one of the objects as if facing one of the others.
Let us assume that the imagined facing direction differs from
the actual bodily facing direction and that the learning view
coincides with the actual bodily orientation.

In such a situation, the model computes response time and
error for each frame individually. The overall response time
and error is given as a weighted average of all individual
terms: each individual frame’s time and error are weighed
by the probability of selecting the frame and the resulting
values are summed. To obtain the individual frame’s values,
the model computes the impact score of all three involved
frames. Based on the impact scores, the selection probability
and selection time of each frame is computed. Given any
individual frame RFi, the model computes the time from
motor interference as a linear scaling of the disparity between
pointing from the actual bodily perspective and the imaginal
perspective given RFi. If the selected frame is the imaginal
frame, error is computed as a linear scaling analogously
to the scaling of time. If any of the other two frames is
selected, the error equals the orientation difference between
the imaginal frame and the bodily/environmental frame. The
ultimate output of the model are its prediction of response
time and error in the given situation.

Given that humans are generally well able to perform PT
tasks, we assumed that the imaginal frame has the strongest
salience and set this salience to 0.6. The remaining salience
amount of 1− 0.6 = 0.4 (saliences of all RF sum to 1) was
distributed uniformly across all other RF. This left the scaling
factors A,B,C as the only free parameters of the model.

Simulations
The first simulation addressed Experiments 2 and 3 of May
(2004). These experiments provide a rich dataset of re-
sponse times and pointing errors across 24 experimental con-
ditions and also exhibit several of the main findings men-
tioned above.

Experiments 2 & 3 of May (2004). Participants had to per-
form an egocentric pointing task with to-be-imagined per-
spectives being either rotations or translations. Across dif-
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Figure 3: Human (solid lines) and model (dashed lines) re-
sponse times for Experiment 2 of May (2004). Shown are
translation and rotation times for two preparation durations
(1s and 5s) each. H = Human; M = Model; T = Translation; R =
Rotation; 1 and 5 indicate the duration of the preparation interval.

ferent blocks, participants either had 1s, 3s, or 5s to prepare
their perspective before the target object was presented. Fur-
thermore, the disparity between the target direction from the
bodily perspective and the target direction from the imaginal
perspective was systematically varied to yield levels of in-
creasing disparity: 22.5◦, 67.5◦, 112.5◦, 157.5◦. Both exper-
iments revealed that (a) rotations were slower and more error
prone than translations, (b) response time and error increased
with increasing disparity, and (c) that overall processing time
but not the disparity effect decreased with increasing prepa-
ration time.

For simulating these experiments, we assumed that the sen-
sorimotor representation, the bodily RF, and the imaginal RF
are always present. Given the realization of the learning phase
and the spatial layout of the experimental environment (see
Fig. 1 in May, 2004), we also assumed the existence of
an associated RF, which was—with equal probability—either
aligned with the bodily RF or 45◦ misaligned with the bodily
frame. We estimated the 3 free parameters of the model using
the Metropolis algorithm (Madras, 2002) by fitting the model
to response times and errors of both experiments across all
conditions. Since the purpose of the simulation was to in-
vestigate the model’s ability to account for key effects in the
observed behavior, the objective of estimation was to maxi-
mize correlations between model and human behavior for re-
sponse time and error for each of the two experiments (i.e., 4
correlations).

Model response times and errors correlated strongly with
human times and errors for both experiments: ρ = 0.91,ρ =
0.95,ρ = 0.94,ρ = 0.86 for times and errors of Experiments
2 and 3, respectively. Model behavior is shown alongside hu-
man behavior for Experiment 21 in Figs. 3 and 4. As can

1The fit to Experiment 3 was very similar. For the sake of clarity
the data from Experiment 3 are not included in the plot.
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Figure 4: Human (colored lines) and model (black lines)
pointing errors for Experiment 2 of May (2004). Shown are
human errors for translation and rotation for two preparation
durations (1s and 5s) each. Because model errors do not dif-
fer across different preparation durations, only rotations and
translations are distinguished for model errors. H = Human;
M = Model; T = Translation; R = Rotation; 1 and 5 indicate the
duration of the preparation interval.

be seen from the plot, the model mirrors the main effects in
the data well: (i) rotations are slower and more error prone
than translations; (ii) response times and errors increase with
disparity for both rotations and translations; (iii) preparation
decreases the overall processing time, but does not substan-
tially impact the disparity effect. Three further aspects of the
simulation results seem noteworthy. First, humans show a
stronger disparity effect for rotations than predicted by the
model. Why humans should exhibit a stronger disparity ef-
fect for rotations than translations is currently unclear. Sec-
ond, the model also captures that translations with short (1s)
preparation are slower than rotations with long (5s) prepara-
tion. Third, the model correctly predicts that preparation time
has no impact on error magnitude.

In sum, this first simulation lends further support to the
assumptions of our theory in showing that a model based on
the theory is able to closely mirror human behavior across a
wide range of experimental conditions.

The second simulation will address a potential objection
to our theory. Note that the theory makes no reference to
mental transformations such as mental rotation or translation
(e.g., Sholl, 2001). As a result the theory may seem to be at
odds with findings indicating that PT time and error increases
with the distance between the bodily and the imaginal per-
spective in translations (Easton & Sholl, 1995). Because no
assumptions of our theory formulate an explicit relation be-
tween translation distance and PT performance, it seems an
interesting question to what extent our theory can account for
such a relationship. To address this question our second sim-
ulation models Experiment 1 of Easton and Sholl (1995).
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Figure 5: Model response times (solid line) and pointing er-
rors (dashed line) when simulating Experiment 1 of Easton
and Sholl (1995)

Experiment 1 of Easton and Sholl (1995). In this experi-
ment, participants first memorized an object layout, in which
8 objects were placed with varying distance (2 – 9ft) from
the location of the observer (see Fig. 1B in Easton & Sholl,
1995). After learning the layout, participants were provided
with a target object and then a to-be-taken perspective. They
were asked to point to the target object as quickly as possible.
The main finding was that for translations pointing time and
error increased significantly with increasing distance.

We assumed the same RFs (bodily, imaginal, associated)
as for the first simulation. Because the bodily orientation was
identical for learning and testing, we assumed that all three
RFs were aligned for translations. For each object that indi-
cated the position of a translated perspective, we estimated
the pointing disparity when pointing to each of the other ob-
jects from Fig. 1B of Easton and Sholl (1995). Response
times and errors for one translation perspective were com-
puted as the average times / errors across pointing to all other
objects from this perspective. Because the purpose of this
simulation was to assess the theory’s general ability to ac-
count for increasing times and errors with increasing distance,
we did not fit the model to the human data, but reused the pa-
rameters estimated in the first simulation.

As can be seen from Fig. 5, the model nicely accounts
for the effects observed by Easton and Sholl (1995): Both
times and errors increase with increasing translation distance.
Given that our theory makes no reference to mental transfor-
mations or distances, it may not be immediately clear why
the theory correctly predicts the observed human behavior. It
turns out, however, that—at least in Experiment 1 of Easton
and Sholl (1995)—the average pointing disparity systemati-
cally increases with increasing translation distance. Since our
theory assumes increased PT effort with increasing disparity,
it predicts the increased effort for increased distance observed
in this experiment.

1026



The Algorithmic Level
The model described above was designed to capture the gist
of the theory with as little implementational overhead as pos-
sible. Consequently, the model remains somewhat abstract
and does not provide much detail on the mechanisms and
representations underlying the observed behavior. In this sec-
tion, we propose a more mechanistic realization of our theory.

The object-to-object representation may be realized by
the type of representation structure proposed by Schultheis,
Bertel, and Barkowsky (2014). This circular representation
structure preserves the neighborhood relations between direc-
tions, but requires a direction root (i.e., a RF) to ground it in
the real world. We further suggest that RF selection may pro-
ceed as a leaky, competitive, accumulative process as in RF
selection for spatial term use (Schultheis & Carlson, 2017).
Finally, we think that activation of a pointing response and
interference from the bodily pointing response can appropri-
ately be captured by dynamic field theory (Schöner, Spencer,
& DFT Research Group, 2015, with different pointing direc-
tions activating different parts of the dynamic field) .

Such a realization has the twofold advantage of promising
to capture the main assumptions of the theory while, at the
same time, constituting a computational instantiation that is
more solidly grounded in previous cognitive theorizing than
the above-described model. To what extent such a realization
is able to mirror pertinent human behavior will be subject of
our future research.

Related Theories
Several theories of spatial memory have previously been pro-
posed and all of them have highlighted important properties
of how humans represent and recall spatial information of
immediate environments (e.g., Avraamides & Kelly, 2008;
Byrne et al., 2007; Mou et al., 2004; Sholl, 2001; Waller &
Hodgson, 2006; Wang, 2017). However, none of the existing
theories provides an explanation of all of the main findings
highlighted above. For some findings the theories do not of-
fer any explanation and for others, the theories’ assumptions
seem to be in contradiction with the findings. Because space
restrictions do not permit a detailed critical appraisal of all
theories, we restrict ourselves to a brief exemplary discussion
of two of the theories.

Sholl (2001) assumes an orientation-free object-to-object
representation that is subject to access by two egocentric RFs:
a motor and a cognitive RF. The two frames usually coincide
but can be separated. In imaginal PT the cognitive frame is
assumed to be mentally rotated / translated to an appropriate
place in the object-to-object representation. PT effort is as-
sumed to be driven by the effort to separate the two frames
and to mentally transform the cognitive frame. This theory
has difficulties, for example, explaining why translation ef-
fort increases with pointing disparity and why rotations are
generally more effortful than translations.

Mou et al. (2004) also assume an object-to-object repre-
sentation. In contrast to Sholl (2001) and our theory, how-

ever, this representation is assumed to be oriented (i.e., tightly
coupled to a RF). If the imaginal frame is aligned with the
representation’s frame, information can be directly retrieved
from memory. If the frames are misaligned, the relation has
to be inferred. The mechanisms underlying this inference are
sometimes declared outside the scope of the theory (Rump
& McNamara, 2013) and sometimes characterized as being
some form of mental transformation (Mou et al., 2004, p.
156). In either case, the theory does not offer a satisfactory
explanation of some of the key findings.

Conclusion
Our theory constitutes a promising account of spatial memory
of immediate environments. As we have shown, the theory
provides explanations for a wide range of key findings and a
computational realization of the theory accounts well for hu-
man behavior in pertinent empirical studies. Moreover, the
theory’s view on spatial memory of immediate environments
also fits well into frameworks of how larger-scale space repre-
sentations are assembled as networks of more local represen-
tations of immediate environments (e.g., Chrastil & Warren,
2014; Meilinger, 2008).

Our theory suggests that enduring spatial memory repre-
sentations may best be viewed as consisting of two main
parts: a representation structure (e.g., the circular structure
described above) and a RF. In particular, structure and RF
may be flexibly combined such that the same structure / RF
can yield different representations when combined with dif-
ferent RFs / structures. Such a view promises a more par-
simonious account of spatial representations, because a com-
paratively small set of structures and frames may be sufficient
to explain a wide range of spatial abilities. It also highlights
an interesting possible connection between spatial language
use and spatial reasoning through sharing RF selection mech-
anisms.

Future work will focus on refining the computational real-
ization of the theory (see above) and on extending simulations
to include further experiments.
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